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This is an autogenerated index file.
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under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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这可能是创建自定义C++ Operator最简单的方式 - MobulaOP使用说明

大家好，我想在这里给大家介绍我的一个项目：MobulaOP [https://github.com/wkcn/MobulaOP].

MobulaOP是一个简单且灵活的跨框架算子创建工具包。不需要重新编译深度学习框架的源码，就可以创建自定义的C++算子。而且只需要一份C++代码实现和简单的定义，自定义算子就可以在CPU和GPU上运行。

之所以建立这个项目，是因为我发现MXNet创建自定义算子的方法不太方便，其他深度学习框架也同样存在这个问题。

当前，创建自定义算子的方法主要有：


	
	重新编译深度学习框架的源码
重新编译源码耗时过长。需要了解对应框架的算子实现形式，编写出的代码不适用于其他框架。






	
	使用运行时编译(Run-Time Compilation)API
需要编写对应的CUDA代码，编写过程较复杂，无法在CPU环境下进行调试。






	
	加载动态文件
需要了解对应框架的动态加载实现形式，编写较复杂，一份代码不适用于多个框架。








因此，我设计了MobulaOP项目，希望能解决上述问题。

MobulaOP项目当前的特性有：


	
	项目实现精简，不需要重新编译深度学习框架，就可以实现自定义的C++ operator;






	
	只需要编写一份代码，就可以让自定义算子运行在不同设备(CPU/GPU)，以及不同的深度学习框架(如MXNet, PyTorch)或数值计算库NumPy上；






	
	在编写自定义层的过程中，用户有更多的注意力关注在运算的实现上；






	
	对MXNet有更多的支持，使用MobulaOP可以更方便地创建自定义算子(Custom Operator).








MobulaOP支持Linux、Windows和MacOS系统。

下面，我想简单地介绍一下MobulaOP [https://github.com/wkcn/MobulaOP]的使用方法。


配置MobulaOP

在终端下输入以下命令:

# 将MobulaOP项目拷贝下来
git clone https://github.com/wkcn/MobulaOP
# 进入项目文件夹
cd MobulaOP
# 安装MobulaOP
pip install -v -e .





当执行完以上命令后，在项目目录外打开Python交互界面，输入import mobula，如果没有提示，则表示配置成功。




核函数

配置好MobulaOP后，就可以使用C++编写算子(operator)的运算函数了。

这里把并行计算的运算函数称为核函数。

以创建一个逐位乘法算子为例，它的实现为：

template <typename T>
MOBULA_KERNEL mul_elemwise_kernel(const int n, const T* a, const T* b, T* out) {
    parfor(n, [&](int i) {
        out[i] = a[i] * b[i];
    });
}





没错，定义一个逐位乘法函数只需要6行代码，并且它支持在CPU和GPU下运行。

其中，MOBULA_KERNEL宏声明了这个函数是一个核函数。核函数不需要定义返回值，同时核函数的函数名后缀为_kernel.

对于参数列表，MobulaOP要求第一个参数为并行计算的线程数。MobulaOP会自动将参数列表中const T*类型的参数识别为输入数组的指针，将T*类型的参数识别为输出数组的指针。

函数块中，调用了并行执行的parfor循环函数。这个函数的第一个参数为循环体的总迭代数，第二个参数为一个接收迭代下标的函数，这里使用了匿名函数。下标i从0开始计数，满足0 <= i < n。MobulaOP会根据运行设备对parfor进行不同的展开。当这段代码在CPU下运行时，MobulaOP会将这段函数展开为：

for (int i = 0; i < n; ++i) {
    out[i] = a[i] * b[i];
}





MobulaOP会自动地使用多线程、OpenMP、CUDA等方法并行地执行这个循环。

需要注意的是：


	MOBULA_KERNEL核函数的第一个参数为调用这个函数进行并行计算的线程数；


	核函数内部语句均为并行执行，编写核函数时要注意线程安全问题。当前，MobulaOP提供了CPU/GPU下单精度浮点数(float32)的atomic_add原子加函数；


	在一个核函数内，允许多次调用parfor函数, 这些parfor的总迭代数可以不同，但实际使用的线程数是相同的；


	parfor函数只允许在核函数内部进行调用；


	如果要在核函数中调用其他函数，被调用的函数的声明前需要添加宏MOBULA_DEVICE, 并声明返回值类型。




例子：返回两个数中的最大值

template <typename T>
MOBULA_DEVICE T maximum(const T a, const T b) {
    return a >= b ? a : b;
}








执行核函数

接下来，使用MobulaOP执行上述核函数。

MobulaOP能够自动分析、生成代码，并调用编译器将代码编译为动态链接库。

把上述核函数保存为MulElemWise.cpp文件，放在如下的文件目录结构中:

tutorial
└── MulElemWise
    └─── MulElemWise.cpp





在tutorial文件夹下创建test_mul_func.py文件，在这个文件中编写Python代码：

import mobula
mobula.op.load('MulElemWise')

import mxnet as mx
a = mx.nd.array([1,2,3])
b = mx.nd.array([4,5,6])
out = mx.nd.empty(a.shape)
mobula.func.mul_elemwise(a.size, a, b, out)
print (out)  # [4, 10, 18]





在终端中输入python test_mul_func.py即可执行。

这段代码中，与MobulaOP相关的一共有三行(第1、2、8行)

第1行代码导入MobulaOP包。

第2行代码加载MulElemWise模块。MobulaOP会搜索MulElemWise文件夹中是否存在同名的.cpp或.py文件，以及__init__.py文件。若找到这些文件，将会对文件进行编译或加载。mobula.op.load也支持指定搜索目录，如mobula.op.load('MulElemWise', os.path.dirname(__file__)).

第8行调用核函数mul_elemwise，与函数声明MOBULA_KERNEL mul_elemwise_kernel(const int n, const T* a, const T* b, T* out)相比，在Python中调用的函数名比C++中的函数名少了后缀_kernel. MobulaOP把加载后的核函数添加到mobula.func中，调用mobula.func.<核函数名>即可调用C++函数。MobulaOP能够自动对参数进行处理, 包括获取数据指针、选择参数模板、处理内存非连续数组、根据参数的输入输出类型自动调用wait_to_read、wait_to_write函数等。




创建自定义算子(operator)

如何将核函数封装成一个算子(operator)呢，MobulaOP提供了一个简单的声明方法。
在tutorial/MulElemWise文件夹下创建文件MulElemWise.py, 输入以下代码：

import mobula

@mobula.op.register
class MulElemWise:
    def forward(self, a, b):
        mobula.func.mul_elemwise(a.size, a, b, self.y)
    def backward(self, dy):
        self.dX[0][:] = self.F.multiply(dy, self.X[1])
        mobula.func.mul_elemwise(dy.size, dy, self.X[0], self.dX[1])
    def infer_shape(self, in_shape):
        assert in_shape[0] == in_shape[1]
        return in_shape, [in_shape[0]]





第3行的@mobula.op.register为一个Python装饰器，它将其下面的类注册为算子。

一个算子类需要定义forward, backward以及infer_shape函数。

在forward函数的参数列表中，a和b是算子前向传播的输入；在backward函数的参数列表中，dy为算子后向传播时输入的导数。

MobulaOP会根据forward函数得到算子的输入个数和名称，根据backward得到输出个数。

infer_shape函数传入的是元组(tuple)的列表，分别表示各输入的尺寸(shape). infer_shape的返回值有两个值，第一个值是各个输入的尺寸，第二个值是各个输出的尺寸。infer_shape和MXNet自定义层里的infer_shape是相似的。

在算子的forward和backward函数中，定义了一些变量：

变量名     | 描述
———–|—————————————–
self.F     | 当前环境。假如使用MXNet, self.F = mx.nd
self.X[k]  | 第k个输入
self.Y[k]  | 第k个输出
self.dX[k] | 第k个输入的导数
self.dY[k] | 第k个输出的导数
self.x     | 第1个输入
self.y     | 第1个输出
self.dx    | 第1个输入的导数
self.dy    | 第1个输出的导数
self.req[k]| 第k个输入/输出的处理模式(null/write/add/replace)

值得注意的是，当使用一个数组或数字对另一个数组赋值时，被赋值的变量后面需要加上[:]，如self.X[0][:] = data

我们也可以使用内置的assign函数进行赋值，如self.assign(self.X[0], self.req[0], data), 这里的assign函数和MXNet是一致的。




测试自定义算子

编写好MulElemWise算子的定义后，来测试一下吧。

在tutorial文件夹下创建文件test_mul_op.py, 输入代码：

import mobula
mobula.op.load('MulElemWise')

import mxnet as mx
a = mx.nd.array([1,2,3])
b = mx.nd.array([4,5,6])

a.attach_grad()
b.attach_grad()
with mx.autograd.record():
    c = mobula.op.MulElemWise(a, b)
    c.backward()
    print (c)  # [4, 10, 18]
    print ('a.grad = {}'.format(a.grad.asnumpy()))  # [4, 5, 6] 
    print ('b.grad = {}'.format(b.grad.asnumpy()))  # [1, 2, 3] 





同样，在终端输入python test_mul_op.py指令执行。

这里与MobulaOP有关的新代码是第11行: c = mobula.op.MulElemWise(a, b)

MobulaOP加载MulElemWise模块后，分析了MulElemWise文件夹下的MulElemWise.cpp文件，把核函数注册到mobula.func中；同时加载同一个文件夹下的MulElemWise.py文件，将算子注册到mobula.op中。这个过程没有发生编译。

当mobula.op.MulElemWise(a, b)执行时，MobulaOP会根据变量类型，自动编译所需要的动态链接库，并返回结果。

mobula.op.MulElemWise也可以接受MXNet的符号(Symbol)、NumPy数组或PyTorch Tensor.

例子：
MXNet的符号(Symbol):

a_sym = mx.sym.Variable('a')
b_sym = mx.sym.Variable('b')
c_sym = mobula.op.MulElemWise(a_sym, b_sym)





NumPy数组：

a_np = np.array([1,2,3])
b_np = np.array([4,5,6])
# 由于NumPy不支持记录梯度，因此需要一个实例记录梯度
op = mobula.op.MulElemWise[np.ndarray]()
c_np = op(a_np, b_np)





PyTorch Tensor:

a = torch.tensor([1, 2, 3], requires_grad=True)
b = torch.tensor([4, 5, 6], requires_grad=True)
c = mobula.op.MulElemWise(a, b)  # c = a + b





如何在Gluon内使用MobulaOP定义的算子呢？

我们可以这样写：

class MulElemWiseBlock(mx.gluon.nn.HybridBlock):
    def hybrid_forward(self, F, a, b):
        return mobula.op.MulElemWise(a, b)





这就是MobulaOP的简单使用介绍，上述代码可以在项目的文档部分(docs) [https://github.com/wkcn/MobulaOP/tree/master/docs]查看。

希望MobulaOP能够对大家有帮助。

同时，欢迎大家对MobulaOP项目提Issue和PR. 谢谢！







          

      

      

    

  

    
      
          
            
  
MobulaOP Tutorial

MobulaOP [https://github.com/wkcn/MobulaOP] is a simple and flexible cross framework operators toolkit. You can create custom C++/C operators without rebuilding the source of deep learning framework. In addition, a code is enough to implement custom operators on CPU and GPU.


Features


	
	Simplification








The code of MobulaOP is tiny and easy to compile. You don’t need rebuild the deep learning framwork to create custom C++/C operators any more.


	
	Write once, run anywhere








Writting a code is enough to launch custom C++/C operators on different devices such as CPU/GPU, different deep learning frameworks like MXNet, PyTorch, and numerical computation libraries like NumPy.


	
	Focus on high-level calculation for users








MobulaOP encapsulates the detail of low-level calculation. For users, they don’t need to care about the detail, and they will focus on the core of algorithm.


	
	Better for MXNet Custom Operator








There are more support for MXNet. You can create custom operators conveniently with MobulaOP.






Installation

Open a terminal and input the following commands:

# Clone MobulaOP
git clone https://github.com/wkcn/MobulaOP
# Enter the project directory
cd MobulaOP
# Install MobulaOP 
pip install -v -e .





If installation success, there will be no prompt when inputting the command python -c "import mobula" outside the project directory.




Kernel Function

After installation, it’s available to write custom C++/C operators.

We call calculation function in parallel Kernel Function.

Taking element-wise product as an example:

template <typename T>
MOBULA_KERNEL mul_elemwise_kernel(const int n, const T* a, const T* b, T* out) {
    parfor(n, [&](int i) {
        out[i] = a[i] * b[i];
    });
}





The six lines of code implement a element-wise product calculation on CPU and GPU.

To be specific, the macro MOBULA_KERNEL declares this function as a kernel function. Kernel Function doesn’t need returned value, and the suffix name of the function is _kernel.

For parameters list of kernel function, the first parameter must be the number of threads in parallel. The constant pointer const T* declares input tensors, and the variant pointer T* means the output tensors. The declaration of input/output tensors will affect the computation performance.

In the kernel function, parfor is a parallel for-loop. The first parameter of parfor is the number of iteration, and the second parameter is a function whose input is the subscript index of for-loop. We use a lambda function here. The subscript index i starts at 0, and 0 <= i < n. MobulaOP will unroll the parfor-loop in different approaches for different devices. For example, MobulaOP will unroll the code in CPU device:

for (int i = 0; i < n; ++i) {
    out[i] = a[i] * b[i];
}





MobulaOP will use multi-threads, OpenMP, CUDA, etc to execute the loop in parallel.

Notice:


	In MOBULA_KERNEL kernel function, the first element in the parameters list should be the number of threads in parallel.


	The body of the parfor-loop will execute in parallel, so it’s worth to notice thread-safe problem. MobulaOP provides atomic_add function for the atomic addition of CPU/GPU float32 type.


	In a kernel function, it’s valid to call parfor multiple times. It allows to use different number of iteration of parfors, but the numbers of threads are the same.


	parfor should be called in kernel functions.


	If you want to call other function in kernel functions, the called function should be declared as MOBULA_DEVICE, and own the returned type.




Example: Return the maximal value of two numbers

template <typename T>
MOBULA_DEVICE T maximum(const T a, const T b) {
    return a >= b ? a : b;
}






Calling Kernel Function

We will call the aforementioned kernel function :)

MobulaOP will analyze kernel function, generate the corresponding code, and compile the code into dynamic link libraries.

Let us save the aforementioned kernel function into the file MulElemWise.cpp, and put the file into the following directory:

tutorial
└── MulElemWise
    └─── MulElemWise.cpp





Then create a file called test_mul_func.py in the directory tutorial, and write codes in this file.

import mobula
mobula.op.load('MulElemWise')

import mxnet as mx
a = mx.nd.array([1,2,3])
b = mx.nd.array([4,5,6])
out = mx.nd.empty(a.shape)
mobula.func.mul_elemwise(a.size, a, b, out)
print (out)  # [4, 10, 18]





Enter the command python test_mul_func.py in the terminal.

The output is [4, 10, 18].

The lines 1, 2, 8 of the code are important.

Line 1: Importing MobulaOP library.

Line 2: Loading the module MulElemWise. MobulaOP will search files <module name>.cpp, <module name>.py and __init__.py. if one of these files exists, these files will be compiled or loaded. It’s available to pass an absolute path for mobula.op.load, e.g. mobula.op.load('MulElemWise', os.path.dirname(__file__)).

Line 8: Calling the kernel function mul_elemwise. It’s noticed that there is no the postfix _kernel comparing with the function’s declaration MOBULA_KERNEL mul_elemwise_kernel(const int n, const T* a, const T* b, T* out).

Kernel functions will be added into mobula.func, and calling mobula.func.<the name of kernel function> means calling the C++/C kernel function.

MobulaOP can pre/post-processes the parameters automatically, such as getting the pointer of data, template instantiation, memory non-continuous tensor, calling wait_to_read or wait_to_write for tensors.




Creating a custom operator

After writting a kernel function, we can encapsulate it into a custom operator. MobulaOP provides a simple method to declare it.

In the directory tutorial/MulElemWise, create the file MulElemWise.py and write the following code in it:

import mobula

@mobula.op.register
class MulElemWise:
    def forward(self, a, b):
        mobula.func.mul_elemwise(a.size, a, b, self.y)
    def backward(self, dy):
        self.dX[0][:] = self.F.multiply(dy, self.X[1])
        mobula.func.mul_elemwise(dy.size, dy, self.X[0], self.dX[1])
    def infer_shape(self, in_shape):
        assert in_shape[0] == in_shape[1]
        return in_shape, [in_shape[0]]





In line 3, @mobula.op.register is a Python decorator, registering the class as an operator.

In an operator, it’s necessary to declare forward, backward, and infer_shape functions.

For the parameters list of the forward function, a and b are the inputs when feed-forwarding. For the parameters list of the backward function, dy is the input gradient when feed-backwarding.

MobulaOP will infer the number of inputs from forward function, and infer the number of outputs from backward function.

The infer_shape function accepts a tuple list, whose element is the shape of each input. There are two returned values, with the first value being the shape list of inputs, the second value being the shape list of outputs. the infer_shape function is similar with that in MXNet Python custom operator.

There are some built-in variables in the two functions forward and backward.

Variable Name    | Description
—————–|——————————————–
self.F           | context. e.g. self.F = mx.nd if using MXNet
self.X[k]        | the k-th input
self.Y[k]        | the k-th output
self.dX[k]       | the k-th input gradient
self.dY[k]       | the k-th output gradient
self.x           | the first input
self.y           | the first output
self.dx          | the first input gradient
self.dy          | the first output gradient
self.req[k]      | the assignment mode of the k-th tensor (null/write/add/replace)

It’s noticed that [:] should be added when assigning a tensor, like self.X[0][:] = data

It’s available to use the built-in function assign to assign a tensor, like self.assign(self.X[0], self.req[0], data), which is consistent with with MXNet.




Testing custom operators

Let’s test the custom operator MulElemWise we write!

In the directory tutorial, create the file test_mul_op.py and write the following code:

import mobula
mobula.op.load('MulElemWise')

import mxnet as mx
a = mx.nd.array([1,2,3])
b = mx.nd.array([4,5,6])

a.attach_grad()
b.attach_grad()
with mx.autograd.record():
    c = mobula.op.MulElemWise(a, b)
    c.backward()
    print (c)  # [4, 10, 18]
    print ('a.grad = {}'.format(a.grad.asnumpy()))  # [4, 5, 6]
    print ('b.grad = {}'.format(b.grad.asnumpy()))  # [1, 2, 3]





Enter python test_mul_op.py in the terminal, then we will get the result.

At line 2, MobulaOP loads the module MulElemWise, analyzes and registers the function into mobula.func. However the code is not compiled immediately.

At line 11 c = mobula.op.MulElemWise(a, b), MobulaOP will determine the template instance given the types of inputs, then compile the corresponding dynamic link libraries, finally run the custom operator and return the result.

mobula.op.MulElemWise also accepts MXNet Symbol, NumPy NDArray, and PyTorch Tensor.

Examples:

MXNet Symbol:

a_sym = mx.sym.Variable('a')
b_sym = mx.sym.Variable('b')
c_sym = mobula.op.MulElemWise(a_sym, b_sym)





NumPy NDArray:

a_np = np.array([1,2,3])
b_np = np.array([4,5,6])
# NumPy doesn't record gradients, so create an operator instance to record it
op = mobula.op.MulElemWise[np.ndarray]()
c_np = op(a_np, b_np)





PyTorch Tensor:

a = torch.tensor([1, 2, 3], requires_grad=True)
b = torch.tensor([4, 5, 6], requires_grad=True)
c = mobula.op.MulElemWise(a, b)  # c = a + b





How to use these custom operators in Gluon?

class MulElemWiseBlock(mx.gluon.nn.HybridBlock):
    def hybrid_forward(self, F, a, b):
        return mobula.op.MulElemWise(a, b)





The aforementioned codes can be seen at the docs directory [https://github.com/wkcn/MobulaOP/tree/master/docs].

I hope that MobulaOP will help you :)

Any issue and pull request is welcome.

Thank you!
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